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ABSTRACT
The prevalence of today’s location-based social platforms
makes available an unprecedented amount of crowd-generated
data that characterize our urban spaces. Ubiquitously“check-
ing in” and on-the-spot self-reporting via mobile devices is
no longer eccentric but an accepted norm for social media
users. Recently, researchers have leveraged “check-in” data
for recommending points of interest within an urban space.
Although useful for urban exploration, we believe the ac-
tivities of an urban space can depict a much richer repre-
sentation, which also gives the user directly actionable rec-
ommendations for exploration. In essence, we would like to
recommend to users what can be done, on top of where to go
in the city. In this paper, we describe our motivation and ap-
proach for realizing such a system. From preliminary results,
we demonstrate the feasibility of extracting rich and descrip-
tive activities of an urban space from crowd-generated text
data. We propose several uses of this data for urban char-
acterization and exploration.

Categories and Subject Descriptors
H.3.3 [Information Storage and Retrieval]: Information
Search and Retrieval

General Terms
Urban Text Mining, Computer-Aided Exploration

1. INTRODUCTION
At first thought, the urban space can be understood as

the composition of various “points of interests” (POIs) that
include business establishments, homes, public spaces, etc.
Understandably, the tools (e.g. city maps, GPS navigators)
that we use for exploring an urban space are traditionally de-
signed to specifically reflect this information. However, the
prevalence of today’s location-based social network (LBSN)
services, such as Foursquare1, affords us a much richer record
of what the city is composed of. In addition to knowing
where the POIs are in an urban space, we also have an un-
precedented access to meta-data that could be used to char-
acterize our cities and guide our explorations. For example,
number of “check-ins”, times favorited, inclusion in to-do

1http://www.foursquare.com
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lists, are crowd-generated aspects that capture the popular-
ity of a POI. Categories and sub-categories give us semantic
understanding of the POI. Finally, encoding social connec-
tions among users and noting who checks in where, LBSN
services can learn personalized location recommenders.

Computational social scientists such as Scellato et. al. [3]
have leveraged LBSN data to illustrate that socially con-
nected people have similar urban exploration patterns. In
line with this work, [4, 1] realize collaborative filtering-based
recommender systems that leverage the user social graph.
We share the understanding that, as users often do not know
what to search for, recommenders are important aids in the
discovery process.

However, our position is that location recommenders should
make explicit what can be done on top of where to go, so that
the options are intuitive and directly actionable. This would
then reflect the multi-faceted nature of POIs, which serve
different purposes to different people. To capture such infor-
mation, texts of crowd-generated, POI-specific self-reports
or reviews can be leveraged. Therefore, we propose to con-
sider this additional modality and attempt to understand
the urban space as a composition of activities. Eventually,
we would like to guide urban exploration through insights
gained toward the purposes of POIs.

2. A CITY OF ACTIVITIES
Consider the underlying reasoning of the typical location

recommender using collaborative filtering, we have: “X vis-
ited L”→ “X is similar to Y”→ “recommend L to Y”. Here,
the system is agnostic towards the visit purpose of X. In
lieu of this understanding, the system assumes similar users
will share similar visit purposes and recommends based on
user similarity. However, there are two issues: one, the user
similarity matrix is often sparse and two, one location may
serve multiple purposes. For example, if another user, Z,
has a visit purpose that is relevant to Y but there is low or
no similarity measure for Z and Y, the system would miss
a relevant recommendation for Y. Secondly, if X visits L for
a visit purpose not relevant to Y (who is similar to X), the
system would mistakenly recommend L.

One way to capture the visit purpose of a location is to
extract the activity that a user does from her textual self-
report upon visiting. In our intended work, we propose to
identify and utilize such activities as the basis for location
recommendation. We believe this approach have at least the
following benefits:

Bridging the Local Knowledge Gap: An immediate



benefit of mapping out activities of an urban space lies in
the intuitiveness of such information for visitors, who may
not have the local background knowledge to anticipate all
that a location has to offer. For example, right behind the
ETH Zürich, a beautiful view is afforded by the large ter-
race overlooking the city of Zürich. From the venue category
(technical institution) assigned to ETH Zürich, it would be
difficult for a visitor to expect such a possibility. Addition-
ally, by mapping activities of a city, a user would be able
to look up locations via activity queries. This provides an
alternative exploration method that could better fit a user’s
interest as well as time schedule.

Outlier Activity Spotting: For a given category venue
(e.g. Japanese Restaurants), it is expected that associated
text data would reflect a coreset of activities (e.g. eating
sushi, drinking sake). However, from the rich content of
crowd-generated text data, we could additionally capture
outliers (e.g. tuna fillet demonstration) by examining the
positioning of an activity’s feature space representation in
comparison to other activities in the same category. Dis-
covering outlier activities could be useful for guiding even
residents of a city, familiar with nearby locations, to engage
in unexpected activities.

Richer POI Characterization: Although POI categories
(e.g. according to the Foursquare venue hierarchy2) shed
some light on what could be done at a location, we obtain
richer information by examining the associated text data.
Since this data is crowd-generated, they are not neutral
statements but subjective reports. By analyzing the textual
descriptions of proposed activities for a POI, we can, for ex-
ample, capture the mood of previous patrons (via sentiment
analysis [2]) to augment POI characterization.

3. HARVESTING THE ACTIVITIES OF A
CITY

As mentioned above, in order to capture activities of a
city, we need a large and diverse set of location-specific an-
notations. Although this information is partially available
through city guides and other tourist information services,
we intend to leverage unstructured text data generated for
LBSN services. This approach offers three major advan-
tages: diverse contributions from the crowd of previous vis-
itors, dynamic content reflecting the latest possibilities, and
publicly accessible data.

As an initial step to determine the feasibility of our envi-
sioned system, we acquire and explore the Foursquare Tip
dataset. In this dataset, crowd-generated “tips” are coupled
with a venue location, time stamp, and meta data such as
number of times the text has been marked for “like” and “to-
do”. In total, we uniformly sample 16,098 text instances for
6948 venues from the city of San Francisco. Using an L1-
regularized SVM classifier to conduct text classification, we
were able to achieve a 10-fold cross-validation of 76% test-
ing accuracy in distilling activity-relevant text instances. We
note a wide range of activities from the distilled data and
map 5 random instances for demonstration purposes in Fig-
ure 1.

2http://aboutfoursquare.com/foursquare-categories/

Figure 1: A mockup map depicting randomly se-
lected activities from Foursquare Tips in the city of
San Francisco.

4. CONCLUSION AND FUTURE WORK
In this paper, we propose to explore an urban space from

the perspective of the activities it has to offer. We believe
building activity-based recommenders would augment ex-
isting recommenders as a tool for urban space exploration.
Through preliminary data gathered from the popular LBSN,
Foursquare, we see that this dataset contains a rich vari-
ety of activity information. Using simple text classification
tools, we are able to distill activity-relevant instances. In our
future work, we intend to provide structure to the crowd-
generated activity instances via an activity taxonomy. We
hope to provide two functions eventually: First, the ability
to allow users to search for specific activities via keywords
and/or the activity taxonomy. Second, learn user prefer-
ences for activity classes to recommend locations based on
user-specific activity interests.
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